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Abstract

This paper investigates the distributional properties of daily lead times for two dis-

tinct demand metrics on the Airbnb platform, specifically Nights Booked (a volume-

based measure) and Gross Booking Value (a revenue-based measure). Drawing on

data from a large North American region over the period 2019–01–01 to 2024–12–01,

we treat daily lead-time allocations as compositional vectors and apply a multi-faceted

approach integrating compositional data transformations, tail modeling, distributional

fitting, and Wasserstein-based divergence measures. Our analysis shows that revenue-

based demand systematically diverges from volume-based demand in a mid-range hori-

zon (roughly 30–90 days) rather than in the extreme tail. We also identify structural

breaks in the daily divergence time series, suggesting that macro disruptions can per-

manently alter how volume vs. revenue allocations evolve. Comparisons of lognormal,

Weibull, Gamma, and nonparametric generalized additive models (GAMs) reveal that
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a parsimonious Gamma distribution consistently delivers strong day-level fits for both

metrics, even outperforming a spline-based approach in Kullback–Leibler divergence.

These findings highlight the benefits of a distribution-level methodology for business

and economic applications where volume and revenue behaviors can decouple, espe-

cially in the wake of major external shocks.

1 Introduction

Research on travel lead times has long recognized their importance for tourism demand

forecasting and revenue management (Kulendran and King, 1997; Witt and Witt, 1995;

Song and Li, 2008; Lim and McAleer, 2002; Fuchs and Reichel, 2011; Neuts and Nijkamp,

2012). Traditional approaches often use aggregate demand as a single indicator, overlooking

the fact that volume-based and revenue-based bookings can exhibit systematically different

lead-time patterns (Pereira, 2016; Fiori and Foroni, 2019; Webb et al., 2022). The rise of

online platforms like Airbnb, with their hybrid and peer-to-peer accommodation offerings,

has further amplified interest in how advanced vs. last-minute bookings distribute across

diverse traveler segments (Guttentag, 2015; Zervas et al., 2017; Ert et al., 2016; Tussyadiah

and Pesonen, 2016; Sainaghi and Baggio, 2020). While some studies focus on pricing or oc-

cupancy strategies (Assaf and Tsionas, 2019; Zaki, 2022; Yang and Mao, 2020; Sharma et al.,

2021), relatively few have examined detailed distributional properties of volume vs. revenue

bookings, especially in the context of disruptive events such as the COVID-19 pandemic

(Gössling et al., 2021; Sigala, 2020; Okafor et al., 2022; Mueller and Sobreira, 2024).

Lead-time forecasting itself has emerged as a specialized subfield within hospitality and

supply-chain analytics (Fiori and Foroni, 2020; de Oliveira et al., 2021; Katz et al., 2024),

highlighting how early vs. late bookings directly influence capacity, staffing, and dynamic

pricing decisions (Lim and McAleer, 2002; Fiori and Foroni, 2019). Recent econometric and

statistical work also underscores the role of structural breaks, whereby exogenous shocks

cause persistent shifts in time-series behavior (Bai and Perron, 2006; Kejriwal and Lopez,
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2013; Chang and McAleer, 2014). In travel contexts, such shocks include financial crises,

global pandemics, or major policy changes that reshape patterns of arrivals, spending, and

booking windows (Götz et al., 2021; Okafor et al., 2022; Sainaghi and Chica-Olmo, 2022).

Although the tourism literature documents regime shifts in aggregated arrivals (Kulendran

and Witt, 2003; Gallego and Font, 2022) and some segment-specific disruptions (Gursoy and

Chi, 2020; Hall et al., 2020), fewer studies compare volume-based vs. revenue-based lead-time

distributions at a day-to-day granularity.

Moreover, while most bookings typically cluster within a few weeks or months of check-

in, there remains a small but potentially meaningful fraction of reservations made far in

advance—sometimes beyond a year. The extent to which such ultra-long bookings matter

for capacity or revenue outcomes is not always clear, but it raises questions about whether

high-value travelers disproportionately occupy these distant horizons or if extreme lead times

are bound by practical limits. Understanding these nuances may reveal overlooked patterns

of behavior that can inform strategic decisions, such as targeted pricing for unusually early

or late bookings.

To address these gaps, we propose a compositional framework that treats each day’s

bookings as probability vectors, distinguishing volume (Nights) and revenue (GBV). Drawing

on generalized Pareto models (Davison and Smith, 1990; Fiori and Foroni, 2020) for rare

advanced-horizon bookings, we apply Wasserstein-based divergence measures to track shape

differences over time and employ Bai–Perron structural break tests (Bai and Perron, 2006)

to pinpoint abrupt shifts. Our data come from Airbnb in a large North American region

from 2019–01–01 through 2024–12–01, spanning pre- and post-COVID phases. We find that

revenue-based bookings diverge most from volume in a mid-range window of 30–90 days, show

a bounded tail beyond 300 days, and undergo regime changes that reveal lasting post-shock

differences. Finally, by comparing multiple parametric distributions (lognormal, Weibull,

Gamma) and a nonparametric spline, we show that a simple Gamma model explains day-

level booking shapes well, even under major disruptions. We thus contribute to both tourism
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forecasting and broader time-series research on compositional data and structural breaks,

providing new insights into how volume and revenue allocations evolve in a platform-driven

hospitality market.

2 Data and Pre-Processing

2.1 Data Source and Filtering

Our dataset contains proprietary Airbnb bookings in a large North American region, from

2019–01–01 through 2024–12–01. For each calendar day d, we observe the proportion of

bookings made at each integer lead time from 0 to 1,825 days (5 years) before check-in. We

construct two sets of daily compositional vectors: one for Nights Booked (volume-focused)

and one for Gross Booking Value (revenue-focused). Each day’s vector for a given metric

sums to one across all possible lead times.

Because fewer than 0.5% of bookings exceed one year in advance, we adopt a twofold

strategy. First, for the general analysis, we focus on lead times ℓ from 0 to 365 days,

capturing roughly 99.5% of observations. Second, for extended-tail analysis, we retain data

up to the five-year boundary and apply generalized Pareto models for the rare ultra-long

bookings that surpass certain thresholds.

We remove any invalid records with negative or missing lead times. The final dataset

consists of day-level pmfs for Nights and GBV over the range ℓ ∈ {0, . . . , 365}, plus a smaller

extended set for analyzing thresholds beyond 365 days.

2.2 Compositional Vectors

Let x
(N)
d,ℓ be the proportion of daily nights (volume) booked at lead time ℓ on day d, and

let x
(G)
d,ℓ be the corresponding proportion of GBV (revenue). Restricting to 366 bins (0–365
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days), we have:

x
(N)
d =

(
x
(N)
d,0 , x

(N)
d,1 , . . . , x

(N)
d,365

)
, x

(G)
d =

(
x
(G)
d,0 , x

(G)
d,1 , . . . , x

(G)
d,365

)
,

where each vector sums to 1. Since these vectors lie on a simplex, standard compositional

transformations (e.g., centered log-ratio) are applicable, though in our main analysis we

focus on the raw pmfs for direct distribution-level comparisons (e.g., Wasserstein distance).

3 Methods

3.1 Wasserstein Distance and Structural Breaks

We measure daily divergence between Nights and GBV via the one-dimensional Wasserstein-

1 (earth-mover) distance. For discrete pmfs p = (p0, . . . , p365) and q = (q0, . . . , q365), the

Wasserstein-1 distance is

W1(p, q) = min
Γ

∑
ℓ,ℓ′

Γ(ℓ, ℓ′)
∣∣ℓ− ℓ′

∣∣, (1)

subject to transport constraints ensuring that mass in p is mapped onto q. On each day d,

we compute

Wd = W1

(
x
(N)
d , x

(G)
d

)
,

producing a univariate time series {Wd}Dd=1. We then apply multiple structural break de-

tection (Bai and Perron, 2003) to identify partitions of this series into segments where the

mean level of divergence remains stable. Breakpoints often coincide with macro shocks or

platform-level policy changes (e.g., global travel restrictions, internal shifts in host pricing

rules) that alter volume-based vs. revenue-based lead-time behavior on Airbnb.
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3.2 Extended-Tail Analysis: Generalized Pareto Fitting and Tail

Mass

Although daily pmfs are often restricted to 0–365 days, lead times can extend several years

for a small fraction of bookings. We capture tail behavior using the Peak Over Threshold

(POT) approach with generalized Pareto distributions (GPD) (Davison and Smith, 1990).

For a chosen threshold u, if ℓ > u we define the exceedance y = ℓ− u. The GPD cdf is

FGPD(y) = 1−
(
1 + ξ y

β

)−1/ξ

, y > 0, β > 0, ξ ∈ R. (2)

A negative shape ξ < 0 indicates an upper bound, consistent with the finite maximum lead

time of 1,825 days. We fit GPDs at multiple thresholds (e.g., 90, 180, 270, 365) for both

Nights and GBV, comparing estimated shape parameters to see if high-value bookings decay

more sharply in the ultra-long horizon.

We also form daily tail-mass ratios,

Ratiod(u) =

∑
ℓ>u x

(G)
d,ℓ∑

ℓ>u x
(N)
d,ℓ

,

to examine whether revenue-based demand dominates or lags behind volume beyond a spe-

cific cutoff u. Ratios above 1 imply that GBV comprises a larger fraction of advanced-horizon

bookings for day d.

3.3 Parametric Families and Nonparametric Spline Fits

3.3.1 Parametric Distributions: Lognormal, Weibull, and Gamma

To systematically characterize the daily pmfs (0–365 days), we compare three continuous

parametric families:
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Lognormal If ln(X) is normally distributed with mean µ and variance σ2, then

fLN(x; µ, σ) =
1

x σ
√
2π

exp
[
− (lnx−µ)2

2σ2

]
, x > 0. (3)

Weibull With shape α > 0 and scale λ > 0,

fWB(x; α, λ) =
α

λ

(
x
λ

)α−1

exp
[
−(x/λ)α

]
, x > 0. (4)

Gamma A gamma random variable with shape α > 0 and rate λ > 0 has pdf

fΓ(x; α, λ) =
λα

Γ(α)
xα−1 e−λx, x > 0. (5)

To adapt these continuous pdfs to discrete day-level pmfs, we approximate

Pr(X = ℓ) ≈ F (ℓ+ 0.5) − F (ℓ− 0.5),

where F (·) is the cdf of the chosen distribution. Maximum likelihood is then applied, and

we track day-level Akaike Information Criterion (AIC) to compare the fits.

3.3.2 Nonparametric GAM and Kullback–Leibler Divergence

Additionally, we fit a generalized additive model (GAM) for each day and metric. Let

η(ℓ) = s(ℓ), where s(ℓ) is a smooth spline over ℓ = 0, . . . , 365. We normalize exp(η(ℓ)) to

sum to 1, thereby creating a nonparametric pmf. The quality of this fit is measured by the

Kullback–Leibler divergence between the empirical pmf and the GAM-smoothed pmf:

KLD(xd, x̂
(GAM)
d ) =

365∑
ℓ=0

xd,ℓ ln
(

xd,ℓ

x̂
(GAM)
d,ℓ

)
.

Lower KLD indicates a closer match. Contrasting parametric (AIC) vs. nonparametric

(KLD) measures helps determine whether a simple two-parameter model (e.g., Gamma) is
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sufficient to capture daily shapes.

4 Results

We organize the results to highlight four main insights: (1) structural breakpoints in daily

divergence, (2) bounded nature of ultra-long booking horizons, (3) mid-range windows where

GBV disproportionately appears relative to Nights, and (4) the stable outperformance of

Gamma for day-level distribution fitting. Figures 1–10 and Tables 1–3 illustrate these points,

which we discuss in turn.

4.1 Overall Distributional Shapes

Figure 1 presents the aggregated lead-time distributions for Nights and GBV across the entire

sample period (2019–01–01 to 2024–12–01). Both metrics concentrate heavily in short lead

times, with most bookings occurring under 30 days in advance, then tapering off steadily

beyond 100 days. Subtle differences emerge in the 30–180 day range, suggesting that revenue-

based bookings may occupy a slightly larger share of mid-range horizons than volume-based

bookings. This observation motivates a deeper look at how these differences vary over time

and across the entire lead-time spectrum.

4.2 Wasserstein Distance and Structural Breaks

Figure 2 displays the daily Wasserstein-1 distance, Wd, between Airbnb’s volume-based

(Nights) and revenue-based (GBV) pmfs. Applying the Bai–Perron procedure to {Wd}Dd=1

reveals multiple breakpoints, partitioning the sample into three notable regimes: a baseline

period before mid-2020, a volatile interval through late 2021, and a post-2022 phase with a

consistently higher divergence. Peaks in Wd align with significant market disruptions, such

as travel bans or policy shifts, implying that exogenous shocks can trigger lasting changes

in how high-value vs. average travelers allocate bookings by lead time. The final regime
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suggests a “new normal” wherein GBV diverges more strongly from Nights than in pre-

pandemic conditions.

4.3 Far-Right Tails: GPD Parameters and Tail Ratios

Figures 3 and 4 show the GPD shape parameter ξ for Nights and GBV at thresholds 90,

180, 270, and 365 days. In both metrics, ξ remains negative, confirming that extremely

long horizons are bounded in practice. GBV tends to have more negative values around the

180–270 day range, hinting that revenue-based bookings decay more sharply for very far-out

reservations. This pattern counters any assumption that premium travelers dominate the

ultra-long tail.

Figure 5 complements the GPD analysis by plotting time series of tail-mass ratios,

Ratiod(u), for thresholds {7, 30, 60, 90, 180}. At 7 days, the ratio generally hovers around 1,

indicating no sustained dominance of GBV at very short horizons. By contrast, at 180 days,

the ratio often spikes above 1—especially near holidays or other major travel events—but

represents a tiny fraction of overall bookings. More consistently, GBV surpasses Nights in a

mid-range band (roughly 30–90 days), suggesting that premium travelers plan earlier than

average but not typically beyond a year.

In addition to these tail ratios, Figure 6 illustrates how the absolute proportion of daily

bookings beyond 30, 90, and 180 days evolves over time for both metrics. We see that the

share of GBV (red) above each threshold is often higher than Nights (blue) at 30 and 90 days,

confirming that revenue-based travelers concentrate more heavily in moderately advanced

horizons. At 180 days, both metrics drop to lower proportions overall, yet GBV can still

spike briefly—particularly around seasonal peaks—while remaining bounded by its negative

GPD shape. Taken together, these visual comparisons of tail mass and tail ratios underscore

that high-value guests do indeed plan further in advance than average travelers, but do not

occupy the ultra-long range on a large scale.
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4.4 Distributional Fits: Parametric vs. Nonparametric

We next assess which distributional family best captures the day-level pmfs for both Nights

and GBV. Table 1 provides average parameter estimates for lognormal, Weibull, and Gamma

across all days. Although lognormal allows for heavier tails, the data do not appear to justify

such a tail-heavy shape. Weibull can capture skewness, but struggles with the consistently

strong peak in short horizons. By contrast, Gamma’s shape and rate parameters (around

0.8 and 0.012–0.013, respectively) indicate a moderately skewed form that aligns well with

the empirical distribution.

Figure 7 shows histograms of Kullback–Leibler divergences comparing daily empirical

pmfs to GAM-smoothed fits; Nights typically yields slightly lower KLD, while GBV’s KLD

distribution has a heavier right tail, suggesting more occasional complexities or outliers.

Figure 8 zooms in on one specific day (2019–01–01), illustrating how a GAM fit can capture

the short-lead peak for both metrics but reveal a thicker mid-range portion for GBV.

Moving to the Akaike Information Criterion (AIC), Table 2 confirms that for every single

day in our sample, Gamma yields the lowest AIC among lognormal, Weibull, and Gamma for

both metrics, signifying that a simple two-parameter specification is consistently preferred.

Figure 9 further illustrates how these day-level AIC values vary between Nights and GBV.

While both remain relatively low under Gamma, GBV exhibits more variance, reflecting

day-to-day volatility in revenue-based booking patterns.

Finally, Table 3 contrasts average Kullback–Leibler divergences between Gamma and

the nonparametric GAM. The lower KLD for Gamma (0.0386 for Nights, 0.1572 for GBV)

compared to the GAM approach (0.0767 and 0.2373, respectively) underscores that the

Gamma distribution not only provides a good parametric fit but also outperforms a flexible

spline on average. Figure 10 shows histograms of daily AIC differences among lognormal,

Gamma, and Weibull, reinforcing that Gamma systematically outperforms the alternatives

for both volume and revenue pmfs.
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5 Discussion

Our findings underscore how distinguishing volume-based from revenue-based demand can

be pivotal for accurately forecasting lead-time allocations. The aggregated distributions

(Figure 1) hinted at mid-range differences, and the daily Wasserstein analysis (Figure 2)

showed that these gaps can expand or contract with external shocks, leading to permanent

shifts in consumer behavior. By modeling daily pmfs in compositional space, we confirm that

the 30–90 day window is especially consequential for revenue-based travelers (Figures 5),

whereas extremely far horizons beyond 300 days remain scarce for both Nights and GBV

(Figures 3 and 4).

The table-based analysis corroborates the graphical results. Table 1 demonstrates that,

across thousands of daily fits, the Gamma shape and rate parameters naturally capture

a single-peaked, moderately skewed distribution that neither overemphasizes far tails (as

lognormal might) nor compresses the mass too tightly (as some Weibull fits could). Table 2

further shows that this advantage holds every day in our dataset, reinforcing Gamma’s

suitability as a baseline parametric choice. Meanwhile, Table 3 reveals that a nonparametric

GAM does not outperform Gamma on average, indicating that daily pmfs seldom require

highly flexible functional forms.

Altogether, the evidence indicates that premium travelers do not necessarily book at

the extreme tail but concentrate in a moderate horizon of about 1–3 months, with occa-

sional spikes around high-demand events. Management strategies focusing on ultra-long

lead times for premium inventory may thus be misplaced. Additionally, the identified break-

points in the Wasserstein distance imply that reliance on older data can lead to forecasting

errors if consumer distributions have shifted. Ongoing monitoring of these distributional

differences—both at short and mid-range windows—can help managers align pricing and

promotional tactics with travelers’ evolving behaviors.

We note that our analysis is in-sample and does not incorporate external covariates

(e.g., competitor prices, flight capacity) that might further explain shifts in demand. Future
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work could integrate these factors within a hierarchical or mixture-modeling framework, or

conduct out-of-sample forecast evaluations to validate the Gamma approach’s performance.

Our compositional perspective on volume vs. revenue distributions, however, provides a

robust baseline for appreciating the shape-driven nuances of booking behavior in dynamic

hospitality markets like Airbnb.
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Figures

Figure 1: Aggregated lead-time distributions for Nights (blue) and GBV (red) from 2019–
01–01 to 2024–12–01. Both metrics exhibit a large mass at short lead times and a rapid
decline past 100 days, though subtle differences appear in the 30–180 day range, suggesting
that GBV travelers tend to occupy a somewhat broader horizon.
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Figure 2: Daily Wasserstein-1 distance between Nights and GBV distributions, with dashed
lines marking structural breakpoints via Bai–Perron. Peaks in divergence often coincide
with major market disruptions, indicating that external shocks can permanently reshape
how volume vs. revenue bookings spread across lead times.

Figure 3: GPD shape parameter ξ for Nights at thresholds {90,180,270,365}. Negative
values reflect a bounded tail, with shape often becoming more negative at higher thresholds,
confirming the practical rarity of extremely far-out reservations.
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Figure 4: GPD shape parameter ξ for GBV at thresholds {90,180,270,365}. While also
negative, these estimates are often more negative than those for Nights in the 180–270 day
range, suggesting that high-revenue bookings drop off more sharply at very long horizons.

Figure 5: Time series of GBV vs. Nights tail-mass ratios, Ratiod(u), for thresholds 7, 30,
60, 90, and 180 days. At 7 days, the ratio often stays near 1, indicating no sustained GBV
dominance at very short horizons. At 180 days, the ratio can spike but involves few far-
out bookings. More consistently, GBV surpasses Nights in the 30–90 day range, suggesting
premium travelers typically plan earlier than average, though not often beyond a year.
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Figure 6: Proportion of daily bookings beyond 30 days (left), 90 days (center), and 180 days
(right) for Nights (blue) and GBV (red). Each panel depicts how these “tail masses” evolve
over time from 2019–01–01 through 2024–12–01. Although both metrics vary seasonally,
GBV frequently exceeds Nights in the 30–90 day range, indicating that high-revenue travelers
plan further in advance than the broader population but do not typically occupy ultra-long
horizons. At 180 days, overall volumes are lower, yet GBV can still momentarily spike above
Nights around major events or holiday seasons.
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Figure 7: Histogram of Kullback–Leibler divergences for daily GAM-smoothed pmfs vs.
empirical data. Nights clusters at slightly lower KLD values, while GBV exhibits a heavier
right tail, implying that revenue-based distributions can occasionally be more complex or
irregular.

Figure 8: Example of GAM smoothing on 2019–01–01. Red corresponds to GBV and blue to
Nights. Both peak at short lead times, but GBV retains a thicker portion of its probability
mass in the 30–90 day horizon.
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Figure 9: Distribution of AIC values for daily Gamma fits, separated by Nights (blue) and
GBV (red). While both metrics show good fits under Gamma, GBV exhibits more day-to-day
volatility, perhaps reflecting revenue-based booking surges around seasonal or event-driven
peaks.

22



Figure 10: Histograms of daily AIC differences among lognormal, Gamma, and Weibull fits
for GBV (red) and Nights (blue). Positive values indicate that the first-named model has a
worse (higher) AIC than the second. Gamma consistently outperforms both lognormal and
Weibull across nearly all days and for both metrics.
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Tables

Table 1: Average Parameter Estimates for Lognormal, Weibull, and Gamma Fits Across All
Days

Metric log mean log sd wei shape wei scale gamma shape gamma rate

GBV 3.50 1.31 0.919 63.3 0.802 0.0127
Nights 3.40 1.31 0.912 56.6 0.776 0.0136

Table 2: Count of Days for Which Each Distribution Yields the Lowest AIC

Metric Best Fit # of Days % of Days

GBV Gamma 2181 100
Nights Gamma 2181 100

Table 3: Comparison of average Kullback–Leibler divergences for Gamma vs. GAM, sepa-
rated by Nights and GBV. Lower values indicate better fit.

Gamma Nights Gamma GBV GAM Nights GAM GBV

Value 0.03860946 0.1571603 0.07671961 0.2372579
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